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Abstract

With the advent of the web and the ever-increasing need for more rapid application development, the role of Configuration Management has changed from primarily a QA function, to a critical part of a development team’s daily operation. This intensive full day tutorial will give you a new perspective on Configuration Management. We concentrate on how CM supports your team in its daily development process. We will teach you the principles of team based CM through a set of metaphors. Through group exercises you will be able to outline a CM plan for your team. You will also learn how to introduce these CM principles to your team in a workshop format, enabling them to see the benefits of CM from their perspective, rather than as some bureaucratic process invented by the QA department. From our experience this is an effective way to introduce CM to a development team and thus change their attitude towards CM.

1.
Introduction
In our experience there is far too little attention to Configuration Management (CM) issues as seen from the developers' perspective. Generally we see CM as an issue for auditors and QA people. However, many CM problems exist in a development environment, and they cause rework, delays, and uncertainty. On top of this, many developers do not consider CM to be something they should care about. 

Because of the ever-increasing demand for faster releases and efficient use of resources in development, developers must learn to master the CM disciplines. This is not the same as adopting a CM tool and training in its use. The principles of CM must be introduced to developers on a project at the proper time and in a form in which they can see how they benefit. 

In this tutorial we intend to give you a framework for introducing CM on a project in your organisation. The framework is based on three metaphors, which are used as catalysts for discussions in a workshop format to highlight problems caused by bad CM practices.

The background for our work was a joint effort in Denmark [Mathiasen e.a. 01] between the University of Aalborg, software engineering consultants from DELTA, and the company Brüel & Kjær, which produces sound and vibration measurement instruments containing an ever-increasing amount of software. The company had experienced problems believed to derive from lack of or poor use of CM tools and procedures. Files had been lost, and sometimes uncontrolled updates would bring a project in an inconsistent state, where code would not compile or would break tests. It could take several days to solve such problems.

Often files were exchanged directly between developers by email or using floppy disks. Sometimes a developer would need a certain functionality to be present in some module in order to test his own module. If that functionality had not been released to the repository yet, he would ask the developer responsible for the module for a copy of his latest version and put that into his own workspace. At other times the other developer would simply come to the first developer’s workstation and hack a few temporary fixes directly into his workspace. This would allow the first developer to continue work while the second developer went back to figure out the right way to remove the bug from his module. Obviously the consequences of short-cutting the CM tool were often quite traumatic. Especially when developers finally tried to synchronise inconsistent workspaces through the repository. 

Furthermore, the company had only partial procedures for CM and these were not even followed, as the developers either did not understand them or considered them useless. As a consequence these procedures had never been adapted to the actual needs, nor had they ever been maintained.

A careful analysis of the problems was done based on interviews with developers, project leaders, and QA people. We asked them how they were experiencing the problems and what they believed to be their cause. We also solicited suggestions for how to solve the problems. Finally, we asked them questions about how they actually carried out their daily work.

These interviews revealed that the primary problem was not the inability of the developers to use the CM tool, but by their lack of knowledge of basic principles for CM. Developers had only vague ideas of what CM is and how it should be performed. Most developers saw it as nothing more than version control and considered it a way to obtain backup. They also thought of CM as an obstacle for getting work done, rather than as a help for getting it done efficiently.

What the developers needed was education in the concepts and principles of the CM process instead of training in using the tool.

To improve on this situation, we created a framework to facilitate the introduction of CM concepts and principles to the software developers. The present tutorial is based on this framework and will enable you to use the framework in your organisation.

1.
The Framework for Introducing Configuration Management
Why should developers care about configuration management? Isn't this a discipline for other people in the organisation, like testers, QA, and maintenance groups?

When asked about whether they use CM, developers usually say that they use a CM tool to store their source code in. How the contents in this tool are organised, and what processes they should follow for accessing and storing their work, rarely interests them. They very seldom relate the consequences of their behaviour (e.g. problems) to their lack of knowledge of good CM practices.

Of course, developers should care about CM. It is not just a question of using a tool to satisfy someone else's need to ensure the quality of delivered products. Developers themselves are affected by poor CM practices every day during development causing delays, confusion, and lots of rework.

How then can we convince developers of the need to change their attitude and behaviour? We need to shift the focus from the tool and their concept of bureaucratic procedures, to people and cultural issues – and from the pains of using CM to the gains it gives them. 

We have found it difficult to discuss directly with the developers the unfortunate consequences of their behaviour. It is more effective to choose situations were they can accept new knowledge and become motivated to improve their practices. 

Our framework for introducing CM consists of a workshop and a set of metaphors; aimed at development teams; and performed at the start of development on each new project as a part of the team building.

The core of the workshop is to involve the developers in discussions on their current practices and the problems they encounter, and to guide those discussions in such a manner that they can reach consensus about solutions. To promote the discussions in the workshop we propose the use of metaphors. The metaphors are everyday situations that apparently have nothing to do with software development. But they carry in them the essentials of good CM practices, and they provoke the developers to think about CM in another way, closer to their needs.

This framework leads to lightweight CM plans that are tailored precisely to the needs and desires of each single project group; and to a set of commonly agreed rules of "good conduct," which ensures that the plans are adhered to by the project team.

1.
The Workshop
The purpose of organising a workshop on CM is to actively involve the developers in defining CM plans and processes for their current project. This is an opportunity to give them more knowledge of why it should be carried out, and raise the level of responsibility towards following the agreed upon plans. Carrying out the workshop at the start of development on each new project has several advantages: 

· On the job training of developers in CM disciplines and good practices

· Evolution of company-wide CM plans and processes 

· Enabling knowledge and experience to spread within the organisation as developers meet in new constellations

Each time a workshop is held the plans and processes will become more elaborate and constitute the organisation's accumulated experience. Consequently the time needed for the workshop will decrease.

A workshop goes through these three stages:

· Prepare

· Execute

· Document

In the preparation stage it is decided who should participate, where and when the workshop should take place, and what background material is available to support the discussions.

The execution of the workshop starts by defining the purpose, scope, and objectives of the workshop. Then ground rules for the discussions are presented. 

The core of the workshop consists of sessions on each of the three metaphors. For the presentation of the metaphors we use a common style in order to obtain a familiar structure that would help developers recognise the steps they should take for each. First the purpose and main principles of the metaphor are explained, and then an activity model is presented. This is followed by examples with relevant questions about typical problems related to the metaphor, which opens up the discussions of current practices and problems.

Then the CM theory pertaining to the metaphor is presented, and discussions based on the activity model continue in order to find solutions to the identified problems. Fragments of the CM plan and processes evolve, and in parallel check lists and rules of good conduct are established. Consensus must be reached on these to ensure that they are adhered to in practice.

The sequence of the metaphor sessions is identical to the sequence of descriptions in the following chapter. The workshop concludes by closing any outstanding issues, or defining how they will be resolved.

In the documentation stage the draft CM plan is completed and reviewed. Then the CM plan and the rules of good conduct are published.

1.
The Metaphors
A metaphor is an alternative way of describing a situation where a completely different perspective is used. The reason for using metaphors is that, when learning something new, people naturally try to relate the new concepts to more familiar ones. Because of this natural tendency, examples with which a person is acquainted, but not an expert, are more effective in conveying new concepts. 

The metaphors we propose are everyday situations that apparently have nothing to do with software development. But they carry in them the essentials of good CM practices. Therefore, based on these situations it is easier to pinpoint and discuss what could cause problems and to establish some "rules for good behaviour" to avoid these problems. Three metaphors seem to cover the domain of CM as seen from a developer's perspective:

· a construction site 

· the study 

· the library

Each of these is an easily understood mirror of important parts of CM and its processes: 

· collaborative work

· the personal workspace 

· the use of collective knowledge. 

In the following we will briefly describe the three metaphors and outline the CM theory pertaining to each metaphor. More in-depth information about CM theory as seen from a developer's perspective can be found in [Babich86] and [Dart00].
1.
A Construction Site

At a construction site different people – and different crafts – work together towards a common goal. They need to collaborate, co-ordinate, and communicate. The electrician must finish doing the wiring before the walls can be painted. If the cupboard cannot be opened after the oven has been installed, the mountings on the cupboard door may have to be switched. If the plumber accidentally floods the building, work comes to a halt until it has been dried out again.

All of this can be boiled down to: "Putting it all together". People working at a construction site need mutually agreed rules of good conduct in order to succeed. They are all affecting each other. If they don't deliver their parts when they are needed, if they destroy something, or if they fail to communicate, work on the construction is delayed or rework is necessary.

On a software project we encounter similar situations when we collaborate to "put it all together". In which situations do we fail to deliver proper work, destroy the work of others, or fail to communicate? Which rules of good conduct do we need in order to succeed? In the workshop, the team will discuss these situations and arrive at consensus on how to handle them.

CM theory pertaining to the construction site

The purpose of the construction site is to allow people to work together. In order to maximise productivity we need to allow people to work in parallel, even though the co-ordination of the work may require some amount of serialisation. People may even need to work in parallel on the same artefact and the possibility of problems arises. If each of them make a copy of the artefact to work on, we will have the problem of double maintenance as the originally identical copies will soon diverge. If no copies exist because all artefacts are shared data, we will have the problem that each little modification will impact all other developer sharing that artefact. If we allow developers to make temporary copies to work on and put the modified copy back once finished, we can have the problem of a simultaneous update from two or more developers who have been working in parallel with the result that all but the last change will be overwritten and lost.

The easy solution to the co-ordination problems is to prohibit parallel work and thus avoid any danger. This is, however, rarely a productive solution. It can lead to idle periods where developers wait for each other. Or, even worse they simply try to circumvent the block on parallel work to get their work done without waiting. The last situation is by far the most dangerous as we fall back to the problematic techniques described above and carry them out contrary to the established process and with no tool support. Fortunately, most CM tools supply techniques in their repository for allowing parallel work in a safe manner. These techniques are covered under the library metaphor.

A second issue in collaboration is change. The reasons for changes are multiple and complex. We must be able to handle all changes in a system, both perfective, corrective and adaptive changes, irrespective of whether they originate from outside sources or from the developers themselves. Change management includes tools and processes, which support the organisation and tracking of changes from the origin to the approval of the actually implemented source code. Changes should only be carried out as the result of an approved change request as this enables full traceability. 

When a change is initiated, change requests are created to track the change until it is resolved and closed. The change control board (CCB) analyses the change request and decides which action is to be taken. If the change is approved, the change request is filed to the developer responsible for implementing the change. The CCB must comprise all the necessary knowledge of both product and business to ensure that proper approval and prioritisation of change requests will take place.

Various tools are used to collect data during the process of tracking a change request. It is important to keep traceability between the change request and the actual implementation - in both directions. Change management data can also be used to provide valuable metrics about the progress of project execution. From this data it can be seen which changes have been introduced between two releases (a set of change requests). It is also possible to check the response time between the initiation of the change request and its implementation and acceptance.

A third issue in collaboration is communication. In order to create a common awareness of what is going on in a project it is important to encourage good communication between the developers. In most projects developers are placed physically close to each other and this allows for many possibilities of direct face-to-face communication. However, it is not always the case that developers can communicate directly. When developers leave to go to meetings, home to sleep or for the weekend the possibility to communicate with them often goes away too – and this is true even more if they leave the project to work for another company. Therefore, it is very important that we try to communicate through the artefacts that are contained in the project and as such are accessible for all. Furthermore, communication bandwidth can be improved by simple techniques such as comments, proper documentation and coding standards.

1.
The Study

The study is your private room where you can work undisturbed by others. It should cater for your own personal style of working. You need proper tools like pencils, paper and encyclopaedias to be available and sometimes you need to restore order so you can find things. You bring artefacts into the study and new or modified artefacts out of the study to be used by others. Sometimes you even want to have more than one study, which contains some of the same artefacts and some different artefacts. You want to try out ideas in your study, so you write notes or sketches, which you try out, and throw away afterwards.

All of this boils down to: "Getting your work done", and even if this seems like an individual activity, we need mutually agreed rules of good conduct in order to succeed. The work you do will eventually affect others, and you are affected by what others have done to artefacts you bring into your study.

On a software project we encounter similar situations when we work individually on an assignment. In which situations are we unable to work properly, how can we keep our study organised so that we can work efficiently, and how can we work undisturbed by others? Which rules of good conduct do we need in order to succeed? In the workshop, the team will discuss these situations and arrive at consensus on how to handle them.

CM theory pertaining to the study

The different versions of the artefacts in a project are kept in a repository by the CM tool. Because these versions have to be immutable, developers cannot be allowed to work directly within the repository. They have to take out a copy of the artefact, modify it, and add the modified copy to the repository. The fact that developers copy out files to their own private area also means that they are able to work in isolation from other people's changes.

The workspace management must provide functionality to create a workspace from the repository. In the simple case this only consists in being able to copy out a single file. However, more often a consistent set of files is copied out from the repository to the workspace. This means that the developer has all the necessary documents and modules for the system at his disposal locally. He does not have to decide what should be kept globally in the repository and what he needs locally for carrying out his changes. Furthermore, he is isolated from other people's changes to the repository - and other people are isolated from his changes. This means that he is in complete control of his world and knows exactly what has changed and why.

When the developer has finished carrying out his modifications, he needs to add the changed documents and modules to the repository. This operation in the simple case of a single file consists in adding it to the repository using functionality in the CM tool. However, when he has a complete set of files in his workspace there are probably some files that have remained unchanged and therefore do not need to be added to the repository. A proper CM tool can automatically discover which files have changed and make sure that all of these - and only these - are added to the repository. 

While the developer is working in his workspace he needs a set of tools. It is important to allow the developers to choose their tools individually. However, some tools are more critical than others when it comes to producing a consistent common result. These are tools that transform an input to a different output, like compilers and word processors. If such tools are not used in the same type and the same version by all developers, inconsistent results may be obtained. On the other hand, tools that are used only internally in a workspace or are used to produce primary files like source code can be chosen individually by each single developer.

The workspace that we just described has no notion of versions of artefacts. Each artefact or module that has to go into the system is assumed to exist in only one version and the task managed by a build tool is only to compile and link these modules as efficiently as possible. This works quite well for projects without version control - and in the case of working in a workspace that has all the needed modules locally. If we add versions to the modules this has to be reflected in the system model used by the build tool. For each node in the graph describing the dependencies, we now have a version group instead of a single file. 

This is much the same situation we have when we look at the repository and want to check out some (or all) modules into our workspace. This means that the build tool must be extended with the ability to select from the repository. Unfortunately, not all queries to the repository are unambiguous. In the case of a human being checking out something, this is not a problem as he can refine the query to become unambiguous. However, a tool does not have that capacity. This means that we have to be very careful about how we write our selections. Most tools have opted for the rather unsafe solution to automatically (without user intervention) solve all ambiguities by choosing the latest version. However, once the selection has been made we are back to normal build management.

In all situations, it is desirable to ensure that there is a consistent selection and configuration, in terms of the inclusion of versions with related modifications. A useful technique for the specification of a configuration supported by several CM tools is to offer a rule-based selection mechanism. A configuration is called a partially bound (sometimes "generic") configuration, if the exact versions that are included can vary in time. A configuration where all selections have been resolved is called a bound configuration and is particularly suitable for deliveries, as the versions of all files included are fixed and therefore it can be guaranteed that the system can be recreated. 

Certain bound configurations can form a baseline, i.e. are a basis for further development with formal change management. In the same way that the development of individual files can be considered to be a version history, so can a corresponding development of configurations. A facility for naming versions ("tagging") can be used to manage the selection of bound configurations in that all files are tagged with the same name, e.g. "Release 2.3".  Consistent naming may also be used to represent logical changes, i.e. changes arising from a change request and result in the modification of several files.

1.
The Library

The library is where all our knowledge is kept. Everything we have created is there. All kinds of knowledge is collected, and we know which is current. We bring in things that other people may need in their work and pick up stuff that others have made. Sometimes more than one person needs access to the same knowledge at the same time. The library is neatly organised so we can select the correct knowledge for our use, when we need it, and we are able to reorganise the knowledge structures when changing demands require it. 

All of this boils down to: "Collecting, sharing, and using knowledge", and we need mutually agreed rules of good conduct in order to succeed. The quality of the knowledge brought into the library must be known and communicated. The library should be laid out in such a way that we know where to place – and find – things. It should be possible to specify different kinds of selection criteria for the kind of knowledge we need for a given purpose.

On a software project we encounter similar situations when we need to exchange knowledge. How can we track the individual artefacts in our project, and the selections of artefacts for different purposes? How do we handle concurrent use of artefacts? Which rules of good conduct do we need in order to succeed? In the workshop, the team will discuss these situations and arrive at consensus on how to handle them.

CM theory pertaining to the library
The possibility to store, recreate and register the historical development of an artefact (document or source code) is a fundamental characteristic of a CM tool. Every stable issue of contents of an artefact is termed a version. The tool has to minimise the storage space needed to keep all versions of an artefact. It has to impose a structure on how versions can develop from each other. And, finally, it has to keep track of all information about the different versions. Each single artefact of a given system will undergo many changes during the development and maintenance of that system. The set of changes that transform one version of an artefact into a new version is called a delta and represents the difference between the two versions. In addition to the actual changes, we are also interested in keeping other useful information about the change such as who did it, when, for what reason. This information is called the log entry for a version. Together with the delta, the log entry constitutes one history step in the development history of an artefact.

Versions of an artefact may be organised in a number of different ways. The structure that a CM tool imposes on the development of history steps is called a version graph and is basically linear. One version follows the other and a new version is always created from the end of the line. For simple development needs this model is sufficient even though limited. However, it cannot support maintenance (i.e., further development) of older versions, it does not handle parallel development (for instance, additional development and maintenance going on in parallel) and thus variants of the same artefact cannot be represented in this model. To solve that problem most tools allow branches to be created from older versions and thus support a tree model. In this model several branches can exist in parallel to reflect either maintenance of older versions, parallel work or variants. Other models support acyclic graphs; in this way, a version may have two or more predecessors, for example, in order to express that a bug fix in an old version is merged with the currently developed version.

When we want to allow several developers to work on the same system at the same time, we must also provide mechanisms to synchronise their work. The problem that can occur is that more than one developer in his workspace makes a change to the same document or module. If this situation is not detected - or avoided - the second developer will overwrite the first developer's change when he adds his workspace to the repository. Situations where changes are in conflict can be avoided by using a mechanism that locks a file in the repository when it is copied out to the workspace. This is, however, a serious obstacle to people who need to work in parallel. The mechanism can be improved by locking only files that are copied out with the intention of being changed, but this on the other hand forces the developer to decide prematurely on what he wants to change. This mechanism is often used if only single files are copied out to the workspace or where it is very important to avoid conflicting changes. 

In the case where we use bound configurations to create workspaces, we cannot use a locking mechanism for concurrency control, as this would allow only one developer at a time to work on anything related to a system. The approach followed in this case is to optimistically assume that no one will change the file - and if the assumption does not hold, to detect it and help the developers resolve the conflict. There are two ways to resolve conflicting changes, i.e. to merge the two changes. In one, the responsibility is on the repository and if a merge cannot be made automatically, a branch is created to hold the second change added to the repository. In the other, the responsibility is placed on the second developer, who in case of an unsuccessful merge has to manually resolve the problem.

1.
Observations and Experiences
In closing, we will draw some conclusions from the lessons learned along the way. Some of which were connected with process improvement in general, others were specific to the workshop and use of metaphors.

The first lesson we learned was that in process improvement efforts you have to keep very good contact to top management to ensure that there are no differences in expectations of what the goals and means are. We failed in this and as a consequence the implementation of the workshop in the company it was intended for was never done. This could be a problem that is particularly present in immature organisations with little or no culture for process improvement. Unfortunately this is almost always the case for organisations that have to improve their capability for CM, as this is one of the pre-requisites for progressing from CMM level 1 to CMM level 2 [Paulk e.a.93].

The following lessons, which all have to do with the use of the metaphors and the workshop, are partly based on students at the university. Firstly, we can conclude from our experience with using the metaphors for teaching that they help in providing a better and deeper understanding of CM and co-operation concepts and principles. It is a cost-effective way of introducing these concepts and principles to the students. Furthermore, it provides a structure that the students can use to organise their knowledge.

However, the students were not very interested in the study metaphor, as they found it to be too individual. This was also the metaphor where there were most complaints about the use of metaphors being too abstract and with too little specifics.
Finally, there are some weak points that have come out from practising the workshop. It seems to be a rather serious obstacle if there are no templates and CM plans for the workshop team to work from. This, however, is only a problem for the “boot-strap” workshop. In fact, each time the workshop is performed, it will capitalise on the growing experiences of making CM plans.

We can conclude from the experiments with the workshop, that it is a flexible and cost-effective approach. It leads to lightweight CM plans that are tailored precisely to the needs and desires of each single project group.

1.
Summary
In this tutorial we have demonstrated the importance of CM in the developers' context. We have provided you with a framework for introducing CM in your organisation. Now it is up to you to improve the CM practices among the developers in your organisation. 
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